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Safe harbor statement

The following is intended to outline our general product direction. It is intended for information purposes only, and
may not be incorporated into any contract. It is not a commitment to deliver any material, code, or functionality,
and should not be relied upon in making purchasing decisions. The development, release, timing, and pricing of
any features or functionality described for Oracle’s products may change and remains at the sole discretion of
Oracle Corporation.




About this session

Oracle Text is a long existing feature within Oracle Database since
Oracle 8i

Since the initial release Oracle Text has undergone numerous
evolution.

Oracle Database 20c is currently (May 2020) available as the Review
version and available in the Cloud

Due to a number of useful new features, this presentation includes a
number of 20c specific features.

Oracle Text is a very important component of Oracle’s Multimodel
Converged Database.
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1 Introduction




What is Oracle Text ?
First introduced with Oracle 8i (1998), Oracle Text Retrieval in Oracle 7.3 (1996)

e Oracle Database feature
 Available in all the database flavors (XE,SE2,EE, Oracle DBCS, Autonomous)

« Text content data aware storage and Mmanagement

» Enabling different types of Text applications
« All the queries in SQL
 Built-in Database procedures for the execution of Text operations

 Text data stored either in database or outside (File Systems & Web)
» The indexed table must contain either text data or pointers to the location (datastore)

e Indexes stored in Oracle Database

 Supporting all the common file formats ( See for 20c Reference Appendix )

* Provides multi-lingual support



Oracle Text Key Differentiations

Open architecture combined with the traditional Oracle Database strength

Open architecture
Supporting common file types
Built-in capabilities & customization

Accessible through common
programming language

Multilingual

—=
—=

Converged Database

+ Unified technologies for

« Data management
« Scalability

« Availability

 Data security

Multimodel Database

« Content awareness
« Integration with other data

types
« Maximizing data reuse




Oracle Text Advantages
Exploiting Oracle Database strengths

* In-Database storage
* In-database integration capability with the other database objects
» The best guarantee for data integrity
« One single database backup including text contents
» Efficient backup & recovery capability through Partitioning (offline,read-only)
« Highest availability, scalability & data security

* In-database index
» Highest security
» Tunable performance through parallelism, partitioning, hints, ...

* Query in SQL commonly wrapped in some programming language




Oracle Text : Four Main Application Types

Application determines which index to apply

A. Document Collection Applications B. Catalog Information Applications

» Searching for doc containing some » Hybrid Search based on some

word or phrase (like Google, Bing, ..) textural and relational conditions
 CONTEXT index « CTXCAT index
« CONTAINS index operator « CATSEARCH index operator
[ Oracle Text ]

D. XML Search Applications C.Document Classification Applications

« Similarto A for XML // < Oracle Text + » (Classifying documents in
XML DB based ith textual tent
. CONTEXT index . accordance YVI extual conten
« CONTEXT index « CTXRULE index
« WITHIN, INPATH, . WITHIN. INPATH :
HASPATH D cpaTh , « MATCHES index operator

Index operators Index operators E




A. Document Collection Applications

Searching over a variety of documents for the occurrence of some word or phrases

e Search document collections
« Web sites, digital libraries, or

cor?gi'ﬁs document warehouses, ...
Database Cuery _ _
CONTEXT @  Typically static target
Index L | |DocTable Text Query « With no significant change in content
H i Application after the initial indexing run.
\El__:— « Documents of any size & different
formats

« HTML, PDF, or Microsoft Word.

Documents are stored in a document table or outside referred via DATASTORE
 Searching through index on document collection E




A. On Document Collection applications
Key points

« The target document / text collection is typically static
«  With no significant change in content after the initial indexing run.
« (Canbeof any size
« These documents are stored in a document table.
« Searchingis enabled by first indexing the document collection.

« (Can be of different format, such as HTML, PDF, or Microsoft Word.
« Full list of supported files : Oracle Text Reference (12.2, 18c, 19¢, 20c)

* The queries using CONTEXT index

« For its activation, application uses the SOL CONTAINS operator in the WHERE
clause




A. Document Collection Applications

Typical process flow

L 4
\lq_! Enter Query «— 1. The user enters a query.

Execute contains Query

v

Present Hitlist

| The application presents a document to the
g [ ] user for viewing.
- Select from Hitlist

* Application Action

The application runs a CONTAINS query.

The application presents a hitlist.

The user selects document from the hitlist.

gAY

Present Document )
CTX_DOC.HIGHLIGHT User Action




Sample syntax of CONTEXT index creation

CREATE INDEX myindex ON docs(text) INDEXTYPE IS CTXSYS.CONTEXT;
text column can be of type CLOB, BLOB, BFILE, VARCHAR?Z2, or CHAR.

CREATE INDEX myindex on docs(text) INDEXTYPE is CTXSYS.CONTEXT
FILTER BY category, publisher, pub_date
ORDER BY pub_date desc;

Specification of ORDER BY impacts the optimization behavior

Note that CONTEXT index needs to be synchronized with the adequate frequency




Creating an Oracle Text Index

CREATE INDEX prod_name_idx ON
product_information(product_name)

INDEXTYPE IS ctxsys.context ;

SELECT score(99), product_id, product_name
FROM product_information

WHERE contains (product_name,
'monitor NEAR full hd', 99)>0
ORDER BY score(99) DESC ;

SCORE(99) PRODUCT_ID PRODUCT_NAME

72 3331 Full HD Monitor 22 1inch
56 3060 Monitor and TV combo, full HD




B. Catalog Information Applications

Searching typically for the documents over structured data and unstructured text data

Structured data, some dynamic

%[ Query }j}[ Sort }j}l?'.lf.

Unstructufed text content,
frequently static E




B. Catalog Information Applications

Searching over a variety of documents for the occurrence of some word or phrases

» Searches both structured and text
data (often in varchar2)

CATEEALRCH * Query often using both CTXCAT
@ Luery index next to some ‘subindex’ on
LA 0 one or more structured data
ndex (| | Catalog Table Catalo el
H ' Applicatﬂ:m _ _ _
] | « Qutput is typically a mixture of
Nl structured data combined with

some text

Documents are stored in a document table
 Searching through index on document collection E




B. Catalog Information Applications

Searching over a variety of documents for the occurrence of some word or phrases

L)

Enter Query

/ N\

Text Component

‘dvd player’

Structured Component
order by price='

Execute CATSEARCH Query

New Query

L)

Show Results
. B '
gﬁ_— User Browses Results
B L
\qT User Purchases ltem

Application Action

User Action

1.

The user enters the query, consisting of a
text component (for example, dvd player)
and a structured component (for
example, order by price).

The application executes the CATSEARCH
query.

The application shows the results ordered
accordingly.

The user browses the results.
The user enters another query or

performs an action, such as purchasing
the item.



Sample syntax of CTXCAT index creation

subindex A
create table auction(
CTXCAT _ _
Auction Table mdex jtem_id number,
item_id | title ' category_id | price bid_close >4 I title varchar2(100)
number | varchar (100} | number number | date ’

category_id number,
——>Bl| price number,
bid_close  date);

Subindex B




PPrice’): /* sub-index-A/-ctxddl.add. index(‘adction isét ‘price, bid close’): /* sub-index B

Sample syntax of CTXCAT index creation

Index made up of multiple subindexes

CREATE INDEX auction_titlex ON AUCTION(title) INDEXTYPE IS CTXSYS.CTXCAT
PARAMETERS (lindex set auction iset’);

ndex set auction_iset is in this example a composite of two subindexes A and B

begin
ctx_ddl.create_index_set('auction_iset’);
ctx_ddl.add_index('auction_iset 'price’); /* sub-index A */

ctx_ddl.add_index('auction_iset 'price, bid_close’); /* sub-index B */
end:




C. Document Classification Applications

Classifying incoming text data using the predefined rules followed by some action

1. Thereis a incoming
document stream from

Document 1
from .
Dotabass different sources
Document 2 Dgtcumanl Docament 2.Document Classification
from File —an Classification Application performs
System Application
some assessment
Document N SQL : :
from Web lgﬁ;%HES Classify Using the predefined text
document related rules in Oracle Text
Oracle AN
CTXRULE ™ — . .
" Index Rules Table 3. Specific operation follows

' accordingly based on the
| classification result

~—— S
o

- -

Database A Database B




yprice’); /* sub-index A */'ctx" ddl.add”index('auction 4set','price, bid_close’); /* sub-index B

Principle of working with CTXRULES index

1. Specify a table containing the query text and the target categories
2. Create CTXRULE index on the above table with the preference specifications

3. Perform the classification

* |In the following example a table is combined with BEFORE INSERT database trigger




yprice’); /* sub-index A */'ctx" ddl.add”index('auction 4set','price, bid_close’); /* sub-index B

Example of working with CTXRULES index (1/3)

CREATE TABLE myqueries (
queryid NUMBER PRIMARY KEY,
category VARCHARZ2(30),

query VARCHAR2(2000)

);

INSERT INTO myqueries VALUES( 1, 'US Politics', 'democrat or republican’);
INSERT INTO myqueries VALUES( 2, '‘Music’, '"ABOUT(music)");
INSERT INTO myqueries VALUES( 3, 'Soccer’, 'ABOUT (soccer)");




yprice’); /* sub-index A */'ctx" ddl.add”index('auction 4set','price, bid_close’); /* sub-index B

Example of working with CTXRULES index (2/3)

CREATE INDEX myruleindex ON myqueries(query)
INDEXTYPE IS CTXRULE PARAMETERS
(lexer  lexer_pref
storage storage_pref
section group section_pref
wordlist wordlist_pref’);




yprice’); /* sub-index A */'ctx" ddl.add”index('auction 4set','price, bid_close’); /* sub-index B

Example of working with CTXRULES index (3/3)

Simulation of incoming text including data via table NEWS

CREATE TABLE news (
newsid NUMBER,
author VARCHAR2(30),
source VARCHARZ2(30),
article CLOB);

Simulation of the classification operation via BEFORE INSERT trigger on table NEWS ROUTE
BEGIN
-- find matching queries
FOR c1IN (select category
from myqueries
where MATCHES(query, :new.article)>0)
LOOP
INSERT INTO news_route(newsid, category)
VALUES (:new.newsid, cl.category);
END LOOP;
END;




D. XML Search Applications (1/2)

Two approaches to search text through XML documents

1. The CONTAINS Operator with XML Search Applications

e Uses the structure of the XML document to restrict the search.
* Typically, only that part of the document that satisfies the search is returned.

« Example : instead of finding all purchase orders that contain the word electric, the user
might need only purchase orders in which the comment field contains electric.




D. XML Search Applications (2/2)

Two approaches to search text through XML documents

2. Combining Oracle Text Features with Oracle XML DB (XML Search
Index)

« XML text search / JSON text search
« Result Set Interface (RSI)

» The RSI enables you to fetch a set of results (a "hitlist") together with summary data such
as the total number of hits and facet navigation information.

 This feature provides easier integration with modern programming languages which
support JSON.a




Faceted navigation examples
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XML & JSON Result Set Descriptor (RSD)

» Oracle Text allows users to work with Result Set Descriptor (RSI)
for both XML and JSON documents

* RS| returns query result in the original format
« XML query in XML
« JSON query in CLOB or JSON




Usage Scenario’s

» eDiscovery  Search Engines
» Text Mining Applications * Intranet Search
* Litigation Support * Intranet and Extranet
» Forensic Investigation » Application Search
« Content Management  Text Warehousing
* Mixed document types  Very high volume of data
« Documents + metadata  Essentially read only
» Workflow and checkin /checkout  Often partitioned by customer

» Text-enabled transactional systems
« Adding free text to complex SQL
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2 Oracle Text Indexes




Oracle Text is very much of ...

Indexing
index I n d ex Index
Index S Index
Q. index _
Index index =3
Index index Q o
(D
index >
5 index
£ index index
index
index

. index E
index




Oracle Text : Four Main Application Types

Application determines which index to apply

A. Document Collection Applications B. Catalog Information Applications

» Searching for doc containing some » Hybrid Search based on some

word or phrase (Google like) textural and relational conditions
 CONTEXT index « CTXCAT index
« CONTAINS index operator « CATSEARCH index operator
[ Oracle Text ]

D. XML Search Applications C.Document Classification Applications

« Similarto A for XML // < Oracle Text + » (Classifying documents in
XML DB based ith textual tent
. CONTEXT index . accordance YVI extual conten
« CONTEXT index « CTXRULE index

« WITHIN, INPATH, . WITHIN. INPATH :

HASPATH D cpaTh , « MATCHES index operator

Index operators Index operators E




Three index types

Index type Application Type

* For building a text retrieval application
* text consisting of large coherent documents
CONTEXT * index documents of different formats CONTAINS
e Such as MS Word, HTML, XML or plain text
e Customizing own index is feasible in a variety of ways.

* For indexing small text fragments
e such as item names, prices and descriptions
e Stored across columns.

e Particularly suited to mixed queries.

CTXCAT CATSEARCH

* For building a document classification application.
* an index created on a table of queries
CTXRULE * where each query has a classification. MATCHES
e Single documents can be classified using the MATCHES operator.
e plain text, HTML or XML




Oracle Text Indexing Process (CONTEXT)

NETWORK_DATASTORE
UREDBAFASTFORE

URL

DIRECTORY_DATASTORE
HEE-BATASTORE

files on file system

stoplist = list of Stopwords (list of

S~

*stuplist

DIRECT_DATASTORE

data in database

 Varchar2
- CLOB
- BLOB

_ Internet non-indexed words [thisthat,....]
Eﬁt;i:: wordlist specifying stemming &
fuzzy search Wordlist
Markup preference 4
. |
Markad-up
Documents ) Text Tokens
Datastore Filter SeCtioNer |y | Lexer

preference

Oracle Text
Index

&)




Oracle Text Indexing Process

documents E> markup text E> text E> tokens E>

_ _ Index
Data store> Filter > Sectlone> Lexer > Englne>

* All pipeline stages are configurable by a system of
“preferences” and “attributes”

* Most can be replaced by user-written plugin modules in
PL/SQL, C or Java




Filter > Sectioner> Lexer > Elggle—:(e>
Data Store

Oracle Database or others

e Default : Oracle Database
« Varchar2 up to 4K characters

« CLOB text file without any markup
« BLOB text file with markup like MS Word, PDF, ...

e Other Data stores
* File System

 Varchar?2 - to store the file name and/or location
- Web
* Varchar?2 - to store url
 Any custom Datastore to be processed through External Procedures
 To be processed through PL/SQL or an External Procedure written in Java or C/C++ E




Datastore (preference upon index creation)

Data is stored internally in a text column. Each row is indexed as a single document.
DIRECT_DATASTORE Your text column can be VARCHAR2, CLOB, BLOB, CHAR, or BFILE. XMLType columns are supported for the
context index type.

Data is stored in a text table in more than one column. Columns are concatenated to create a virtual

MULTI COLUMN_ DATASTORE
- - document, one document for each row.

Data is stored internally in a text column. Document consists of one or more rows stored in a text column

DETAIL_DATASTORE in a detail table, with header information stored in a master table.

Data is stored externally in operating system files. File names are stored in the text column, one for each

FILE_DATASTORE row. (deprecated in 20c, use DIRECTORY_DATASTORE instead)

Data is stored externally in Oracle directory objects. File names are stored in the text column, one for each
row.

DIRECTORY_DATASTORE

NESTED_DATASTORE Data is stored in a nested table.

Data is stored externally in files located on an intranet or the internet. URLs are stored in the text column.

URL_DATASTORE  (deprecated in 20c, use NETWORK_DATASTORE instead)

NETWORK_DATASTORE Data is stored externally in files located on an intranet or the internet. URLs are stored in the text column.

USER_DATASTORE Documents are synthesized at index time by a user-defined stored procedure.




> Data
- store
Filter

To convert the formatted files into simple document

n Sectioner> Lexer > Ind_ex >
Engine

» Auto_filter capability to recognize the file format for the conversion

e Custom filter allowed

« Some executable file or a script

* 3rd party filter programs allowed




_ > s[igtrz > Filter m Lexer > Elgg?ri(e>
Sectioner

ldentifying the sections in document

* [dentifies the sections within the target document units
* Sections becoming typically predefined HTLML or XML
* Enabling the use of WITHIN operator in the query

» For narrowing down to some ‘section’




> s[igtrz > Filter > Sectioner El::g?r?(e>
Lexer (1)

Organize the Sectioner output into words or tokens

Example
1) Ahallt's the 5:15 train, coming here now !

« would be split into the words, minus any punctuation or special symbols

2) ahaitsthe 5 15 train coming here now

« The lexer typically removes stopwords , which are common words defined by the application
developer or taken from a default list

3) aha * * * 515 train coming * now

 Note the asterisks representing removed stopwords Although they are not actually indexed,
the presence of a stopword at the position is noted in the index.

» User can specify the preferences how characters are treated in terms of indexing




> s[igtrz > Filter >Sectloner‘ Elgglez(e>
Lexer (2)

Language Specific Functionality : Western Languages

» Base letter conversion
e Search for Hélene would match with Helene and Hélene

* Alternate spelling
 Support for alternative spelling like Wlrzburg and Wuerzburg

» Compound Word Processing
» Support for processing compound words like draaideurcrimineel
» These words can be broken down to components for indexing (e.g. draaideur

and crimineel




> s[igtrz > Filter >Sectloner‘ Elgglez(e>
Lexer (3)

Language Specific Functionality : Multi-byte languages

 Different rules are required to decide how to index groups of
characters.
« Symbolic languages do not have space delimited

ZAOEREE & RO HEKE, EEBHRFS L 7-58L
FNOHEHEE L XFowE L=, BERHRRED L7150

(boryokudan kuniin to kousai no josei sosa joho morashita utagai)

 Oracle Text provides special lexers for Chinese, Japanese, and Korean texts.




> s[igtrz > Filter > Sectioner El::g?r?(e>
Lexer (4)

Capability to build multi-lingual search applications

* The language of the documents are known in advance

A particular database column can be designated as the LANGUAGE column
at indexing time.

o [f the language of the documents is not known
« the AUTO_LEXER may be used
* This provides automatic language recognition




) > s[igtrz > Filter >Sectioner> Lexer Elpwgier?(e
Index Engine (1)
Resulting in Inverted index @@

e Creates the inverted index

» Mapping tokens to the documents containing them
« Optionally using a stoplist where users can specify words

e Or themes which should be excluded from the text index




) > s[igtrz > Filter > Sectioner> Lexer
Index Engine (2)
Resulting in Inverted index @@

* Inverted index as the final output

A list of the words from the document, with each word having a list of
documents in which it appears.

* |tis called inverted because it is the inverse of the normal way of looking at
text

« Which is commonly a list of documents where each document contains a
listof words.




P Filter Sectioner Lexer e
store Engine
CONTEXT Index : inverted index > > > >

Rowid Text Column

Night and day, day and night

r2 (ID@wad@wild and stormy night Stopwords
:

Night 1<1,6>2<7> e
Day 1<3,4> d
Wild 2<4>
Stormy 2<6>




P Filter Sectioner Lexer e
store Engine
CONTEXT Index : inverted index > > > >

and day, day and [g
It was a wild and stormy [g
It

Token_text Text Column
|gh 1<1,6>2<7> wEs
Day 1<3,4> d
Wild 2<4>
Stormy 2<6>




LRz Filter Sectioner Lexer e
store Engine
CONTEXT Index : inverted index > > > >

Text Column

© NPEE and [day], [day anﬂ
D, it wéf\a wild] and[Stofmy i
It

Text Column

191,6>2<7> was

 1<3.45 a
2<4> and
2<6>




) > s[igtrz > Filter > Sectioner> Lexer
Index architecture

* Index data from tables, either directly or indirectly
* Directly: varchar2, CLOB, BLOB

« Indirectly: URL or filename stored in column

* All indexes use the EXTENSIBILITY FRAMEWORK which allows
for “Domain Indexes”

e Oracle Text indexes reside in Oracle Database tables

 Features such as RAC, partitioning, parallel query are all “text
aware”




- s[igtrz > Filter >Sectioner> Lexer
Three index types

Index type Application Type

* For building a text retrieval application
* text consisting of large coherent documents
CONTEXT * index documents of different formats CONTAINS
e Such as MS Word, HTML, XML or plain text
e Customizing own index is feasible in a variety of ways.

* For indexing small text fragments
e such as item names, prices and descriptions
e Stored across columns.

e Particularly suited to mixed queries.

CTXCAT CATSEARCH

* For building a document classification application.

* an index created on a table of queries
CTXRULE * where each query has a classification. MATCHES

e Single documents can be classified using the MATCHES operator.

e plain text, HTML or XML E
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5 Application Development




Oracle Text Features Overview

* All classical full-text search features...
» Boolean word search: and, or, not
 Phrases, word proximity and “within field” searches
 |[nexact search:

» Wild-cards, “fuzzy” / soundex, name search
« Stemming in multiple languages with auto detection
e |SO Thesaurus




Oracle Text Features Overview (2)

 Plus Advanced Capabillities...
« Name Search
* Theme identification, indexing, and searching using million word
» “knowledge base” and linguistic rules
 Entity Extraction : find people, names, places, dates etc
« Advanced XML search

 Text Analytics: classification and clustering




Oracle Text Features Overview (3)

e Can use
o standard SQL “SELECT” query syntax or
« XML based Result Set Interface
» Return a “score” to indicate the relevance of each hit

e Use “sections” to mark structured data in documents or in other
columns of the table

» Can mix structured (numeric, date) with unstructured (full text)
searches in a single query expression

e Oracle Text indexes are so called Domain Index

* |ndex on non-relational columns




' / F 4 y &
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Some Query Operators example

STEM(S) matches words with the same linguistic base form
FUZZY (...) finds mis-spellings
NEAR (...) proximity search for words close to each other
WITHIN section simple section search
SDATA (...) performs structured search within text index
NDATA (...) match names (or other similar inexact data)
MVDATA(...) multi-valued section data

NT, BT, SYN thesaurus operators




Creating an Oracle Text Index

CREATE INDEX prod_name_idx ON
product_information(product_name)

INDEXTYPE IS ctxsys.context ;

SELECT score(99), product_id, product_name
FROM product_information

WHERE contains (product_name,
'monitor NEAR full hd', 99)>0
ORDER BY score(99) DESC ;

SCORE(99) PRODUCT_ID PRODUCT_NAME

72 3331 Full HD Monitor 22 1inch
56 3060 Monitor and TV combo, full HD




PL/SQL (+SQL) example using CONTEXT index (CONTAIN operator)

For the result set and other cases

declare
rowno number := O;
begin
for c1in (SELECT SCORE(1) score, title FROM news
WHERE CONTAINS(text, ‘oracle’, 1) > O
ORDER BY SCORE(1) DESC)
loop
rowno = rowno + 1;
dbms_output.put_line(cl.title||" '||cl.score);
exit when rowno = 10;
end loop;

end: o




Structured Query example with the CONTAIN operator

Query selecting with both text condition and the structured data condition

SELECT SCORE(1), title, issue_date from news
WHERE CONTAINS(text, ‘oracle’, 1) > O
AND issue_date >= ('01-OCT-97")
ORDER BY SCORE(1) DESC;




CATSEARCH Query example

SELECT FROM auction
WHERE CATSEARCH(title, ‘camera’, 'order by bid_close desc')> O;




MATCHES Query example
Assuming that a querytable table is associated with a CTXRULE index

SELECT classification FROM querytable
WHERE MATCHES(query_string,.doc_text) > O;

More examples are available in the Developer’s Guide documentation




Oracle Text BLOG page

Including sample codes

Many more useful information on Oracle Text can be found at
https://blogs.oracle.com/searchtech/



https://blogs.oracle.com/searchtech/

Text High lightening

CTX_DOC.HIGHLIGHT procedure can be applied to generate highlight
offsets for a document (20c url)

This can be used for the HTML or plain text
Thisis NOT APPLICABLE to other output incluing PDF

Possible workaround through pdf generation out of HTML content with text
high lightening



https://docs.oracle.com/en/database/oracle/oracle-database/20/ccref/CTX_DOC-package.html#GUID-719549AC-234D-4BC4-B3E0-605F8C6EB511

On some query text conditions

Phrase query

« CONTAIN query

If multiple words are contained in a query expression, separated only by blank spaces (no
operators), the string of words is considered a phrase. Oracle Text searches for the entire string

during a query. For example, to find all documents that contain the phrase international law,

enter your query with the phrase international law.

« CATSEARCH query

With the CATSEARCH operator, you insert the AND operator between words in phrases. For

example, a query such as international law is interpreted as international AND law.




Stopwords

Built-in stopwords can provided by Oracle
See 20c Dutch stoplist
Includes aan, boven, elk, gewoon, ....

One can modify or create own stop words list using the preference



https://docs.oracle.com/en/database/oracle/oracle-database/20/ccref/oracle-text-supplied-stoplists.html#GUID-5DAF7499-5EBA-41E6-AF1A-C3BD2C08F88F

Working with Oracle Text Thesaurus

« Oracle Text does not provide ‘default’ thesaurus

 Yet Oracle Text provide capabilities to users to develop their own
thesaurus to be part of Oracle Text query




Oracle Text Supported Document Formats

See for 20c Reference Appendix B



https://docs.oracle.com/en/database/oracle/oracle-database/20/ccref/oracle-text-supported-document-formats.html#GUID-0A0442FB-74BE-4639-933D-7510F5E74D50

Oracle Text Multilingual Features

» QOracle Text Multilingual support includes
« Alternate spelling (German, Danish)
e Fuzzy matching
¢ Stemming
« Language specific Lexer
« Language specific stoplist




Oracle Text Scoring Algorithm

To calculate a relevance score for a returned document in a word

query, Oracle Text uses an inverse frequency algorithm based on
Salton's formula.

See The Oracle Text Scoring Algorithm for more details



https://docs.oracle.com/en/database/oracle/oracle-database/20/ccref/oracle-text-scoring-algorithm.html#GUID-9715B872-7499-4A6B-8EA1-68B06CA2A686

Beyond the Text Indexes

Document level services

e Search related
« Highlighting, markup, snippets

* Theme and gist extraction
* What a doc is “about”, and a summary based on that theme

* Entity extraction
» Find people, places, dates, times, zip codes, etc
 Customize with own user dictionary and user rules




Text Analytics

Machine learning algorithms for document classification

 Document classification

 Supervised classification of documents using training set
« Allows for routing of documents to classification sets
« Uses K Means or State Vector Machine algorithms

» Unsupervised classification

« Document clustering groups documents according to “nearness” in n-dimensional “feature
space”
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Oracle Text Indexes : $l, $K, $N and $R tables (1)

 Four basic tables referred to as the $I, $K, $N and $R tables
respectively

e Within the schema of the text index owner

« Names concatenated from DR$, the name of the index, and the suffix
(e.g. $I) : e.g. DR$indexname$l

* These tables are created for all CONTEXT indexes




Oracle Text Indexes : $I, $K, $N and $R tables (2)

Each index has a set of “DR%$” tables

SQL> CREATE TABLE mytab ( text varchar2(2000)

Table created.

SQL> CREATE INDEX myindex on mytab (text) INDEXTYPE IS CTXSYS.CONTEXT

Index created.
SQL> SELECT TABLE_NAME from USER_TABLES;

TABLE_NAME

DREMYINDEXSI

DREMYINDEX$R
DREMYINDEX$K
DREMYINDEX$N




Oracle Text Indexes : $l, $K, $N and $R tables (3)
$l tables

e Consists of all the tokens that have been indexed

 Together with a binary representation of the documents they occur in +
 Their positions within those documents.

« Fach document is represented by an internal DOCID value.




Oracle Text Indexes : $I, $K, $N and $R tables (4)
SK tables (10T)

 The $K table is an index-organized table (I0T)
* Mapping internal DOCID values to external ROWID values
« Each row in the table consists of a single DOCID/ROWID pair
* The |OT allows for rapid retrieval of DOCID given the corresponding ROWID value
* Next to single |/O




Oracle Text Indexes : $l, $K, $N and $R tables (5)
$N and $R tables

« The $N table contains a list of deleted DOCID values

 used (and cleaned up) by the index optimization process.

» The $R table is designed for the opposite lookup from the $K table
» fetching a ROWID when you know the DOCID value.




Index Maintenance : Sync and Optimize

» Oracle Text indexes are asynchronous by default
 You must arrange for your index to be synchronized

o ctx_ddl.sync_index, or “sync every ..."” In create index command

* Trade off between availability of changes and optimality of index
» Optimize index to remove garbage and compact lists
« ctx_ddl.optimize_index

e Or use two level “near real time” index
* New feature, see next slide




Index Maintenance

Near Real Time Index

* One can specify at index creation the index update preference
« Manually
e ONn commit
 Or at regular intervals

 Capability to specify a transactional text index
» Documents become searchable immediately after being inserted or updated.

* catalog index type is always transactional and needs no synchronization
 designed specifically for the short pieces of text typically found in eBusiness

catalogs
o




Performance Tuning

Two areas of consideration

1. Infrastructural tuning

* |/O & CPU Related

 Parallel execution

« Partitioning (tables & indexes)
Advanced Compression
SecureFiles, Tablespace organization
Intelligent caching in memory
In-Memory usage (20c)




Performance Tuning

Two areas of consideration

2. SQL Execution tuning

» Refreshing index
o Statistics (up to date)

« Use of SQL Hints
« Use of Oracle Enterprise Manager Tuning Pack




Performance Tuning

Putting the appropriate hint matching the used operator

SELECT /*+index product_information description_idx */ score(1),
product_id

FROM product_information
WHERE CONTAINS (

product_description , ‘'monitor NEAR "high resolution™, 1) > O
AND list_price < 500;




Parallel Indexing

Parallel indexing can take advantage multiple CPU cores

« Performance improvement
« Data Staging
 Rapid initial deployment of applications based on large data collections

* Application testing, when users need to test different index parameters
and schemas while developing an application

CREATE INDEX myindex ON docs( tk)
INDEXTYPE IS ctxsys.context PARALLEL 3;




Partioning

Local Partitioning

» Performance improvement
 Significant in some situations
 Ability to manage objects more flexibly

 Locally (partially) disabling it, offline/online, delete, ...

 Possibilities for rebuilding local partitioning while mitigating the performance
Impact




Clever Caching in Memory

Parallel indexing can take advantage multiple CPU cores

« Source : Pre-lLoading Oracle Text indexes into Memory (by Roger Ford,PM)

« Caching
« %I token table
« $Xindex on $I table
« $Rtable

* The base table itself (assuming we are selecting more than just ROWID, or use a
sort on a real column).



https://www.oracle.com/database/technologies/testcontent/mem-load.html

Advanced Compression

Compression leading to reduced |/O helping the performance improvement

« Compression of non static or unstructured data
* Reduces |/O
» Leads in general to improved performance
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Multimodel + in-database integration

data access via SQL and PL/SQL, maximizing data reuse

Object-Relational database
ACID

(Atomicity, Consistency, Isolation, Durability)
Follows the relational model

Row-level locking w/o escalation

Read-consistency ( no dirty reads )

Open standards support ( OGC, WAC, ....)

SQL & PL/SQL

Other languages support ( R, XQUERY, SPARQL )




Key points of the target Oracle Database based architecture
Outcome of Oracle Multimodel converged database architecture

Database centric

Many built-in facilities

Integration with other data types

Capabilities to enable additional
Scalability

* Availability

Data protection

Manageability

* Open
e Supporting a large variety of common programming languages
» Support for multiple front-end analytics/ visualization tools

* Multiple deployment options : on-premise, private cloud, public cloud




Data aware Multi-model storage for any data types, ACID operations
Object-relational database enabling the maximum data reuse, open standards support

Any data type, storage
& management

ACID database over object-relational
data for SQL commands

Storage and management of any data
with awareness

* Built-in procedures & functions

Open Standards support

Enabling the maximum reuse of data




In-database logics & multiple model languages support
Object-relational database supporting the common open standards

* In-database logics in the shape of
operators and functions

In-DB logics & Anélytics * To be invoked from SQL and PL/SQL
(operators & functions )

* Support for other languages
* PGQL
* SPARQL
* XQUERY
°R
* ... (+ mixture)
* In database analytics & ML
* Anomalies
* Data patterns
* Machine Learning




Open platform for programming languages and tools
Support for all the common programming languages and common tools

: * Support for all the common
Development Service development environments,
programming languages & IDEs

° B
Q
@ ‘ R
Oracle Application Express

* Support for common and popular
user application or visualization

tools




Application transparent additional database renforcement capabilities
Optionally deployable for the additional scalability, availability, data protection & manageability

* Scalability & Performance
* Vertical ( parallelism)
* Horizontal : Clustering
* Partitioning

Availability
* High Availability (clustered database)
* Disaster recovery

Security
* Role based
* Record based
* Dynamical data masking
* Audit data warehouse

Platform Service

( performance & scalability,
high availability, security, Manageability
manageability ) * Online monitoring
* Performance tuning
* Lifecycle Management

Others

* Machine Learning, In-DB analytics
* Compression of dynamic data
* Temporal




Exadata : Oracle Database Machine

Forthe extra performance & scalability through the database dedicated server

Oracle Exadata
( database machine)

* Runs Oracle DB for Linux

* Performance boost
* Activates extra capabilities
* Clustered server nodes inside

* Exadata Storage Server

* Executing all the 1/0O related
operations

* Unburdening the central CPU
 Parallel I/O execution




Oracle Text combined with Oracle Spatial

Utilizing the combination of Oracle Text and Oracle Spatial (and Graph) operators in a single query

SELECT count(p), p.age, p.xray FROM patients p, cities c
WHERE p.age > 50

AND c.name = "Toronto’
AND SDO_WITHIN_DISTANCE(p.loc, c.loc, '<= 35 km’)
AND -(p.medical_history, 'smoke AND cancer’) >0

Oracle Spatial operator

Oracle Text index operator E




Property Graph Analysis combined with Oracle Text Search

|dentify Discover Graph Patterns Generate
Influencers in Big Data Recommendations
® /&
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Our mission is to help people
see data in new ways, discover insights,
unlock endless possibilities.
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Thank you

Shintaro Nagaoka

Sales Consultant, Oracle Netherlands
Shintaro.nagaoka@oracle.com, +31.6.55332431
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Appendix




Documents on Oracle Text

Oracle Text Developer’s Guide & Reference

* QOracle Database 12¢ Release 2 (12.2)

* Qracle Text Application Developer’s Guide
e Qracle Text Reference

* Qracle Database 18c

e Qracle Text Application Developer’s Guide
e Qracle Text Reference

* Qracle Database 19c

e Qracle Text Application Developer’s Guide
e Qracle Text Reference

« Qracle Database 20c (preview status in May 2020)
« Qracle Text Appliction Developer’s Guide
« QOracle Text Reference



https://docs.oracle.com/en/database/oracle/oracle-database/12.2/ccapp/index.html
https://docs.oracle.com/en/database/oracle/oracle-database/12.2/ccref/index.html
https://docs.oracle.com/en/database/oracle/oracle-database/18/ccapp/index.html
https://docs.oracle.com/en/database/oracle/oracle-database/18/ccref/index.html
https://docs.oracle.com/en/database/oracle/oracle-database/19/ccapp/index.html
https://docs.oracle.com/en/database/oracle/oracle-database/19/ccref/index.html
https://docs.oracle.com/en/database/oracle/oracle-database/20/ccapp/loe.html
https://docs.oracle.com/en/database/oracle/oracle-database/20/ccref/lot.html

i e e AR
Oracle Text : Recent New Features (1/4)

* Oracle 18c

« Boolean word search: and, or, not

e |nexact search:

« Wild-cards, “fuzzy” / soundex, name search
« Stemming in multiple languages with auto detection
* |ISO Thesaurus

e Oracle 12c
e Boolean word search: and, or, not

e |nexact search:

« Wild-cards, “fuzzy” / soundex, name search
« Stemming in multiple languages with auto detection
 |SO Thesaurus




Oracle Text : Recent New Features (2/4)

e Oracle 19c¢ version 191
* Boolean word search: and, or, not
e |nexact search:

« Wild-cards, “fuzzy” / soundex, name search
« Stemming in multiple languages with auto detection
e |SO Thesaurus




Oracle Text : Recent New Features (3/4)

 Oracle 20c (url)

« NETWORK_DATASTORE data type replaces URL_DATASTORE
» Forincreased security through ACL based access, supporting HTTP & HTTPS

« DIRECTORY_DATASTORE data type replaces FILE_DATASTORE

« Forincreased security

 Facet Navigation Support for JSON Search Indexes
 For Facet Navigation (originally with XML) see
« Live SOL : Using Faceted Navigation workshop

e QOracle Text Application Developer Guide 19c 14 Using Faceted Navigation

« JSON Support in Result Set Interface

The JSON Result Set Interface (RSI) enables you to perform queries in JSON and return results as JSON.

« The RSl enables you to fetch a set of results (a "hitlist") together with summary data such as the total number of
hits and facet navigation information. This feature provides easier integration'with modern programming
languages which support JSON.

« Improved Index Synchronization and Automatic Index Optimization E



https://docs.oracle.com/en/database/oracle/oracle-database/20/newft/oracle-text.html
https://livesql.oracle.com/apex/livesql/file/tutorial_IUOWYGNW2DQJIM3MTBK4WVT2V.html
https://docs.oracle.com/en/database/oracle/oracle-database/19/ccapp/using-faceted-navigation.html#GUID-0A60B54D-D3A5-4556-98D3-8D92C9870FFD

Oracle Text : Recent New Features (4/4)

 QOracle 20c (url)
* In-Memory Full Text Columns



https://docs.oracle.com/en/database/oracle/oracle-database/20/newft/oracle-text.html

In-Memory Text Analytics (20c¢) w

Find job candidates with "PhD” degrees
who have "database" in their resumes

In-Memory Column Store

Text
Index

* In-Memory only Inverted Index
added to each text column

* Maps words to documents
which contain those words

» Replaces on-disk text index for

analytic workloads John  PhD
Ram BS
» Converged queries (relational + Satababe
text) can benefit from in-memory Emily  MS
53X faster

Sara MS




Multi-Model Analytics : In-Memory JSON %

e O L e e Full JSON documents populated

using an optimized binary format

« Additional expressions can be
created on JSON columns (e.g.

Relational In-Memory In-Memory JSON_VALUE) & stored in column
Virtual Columns JSON Format store

Relational  Virtual ~ JSON [

N
N
N

« Queries on JSON content or
expressions automatically
directed to In-Memory format

« E.g. Find movies where
movie.name contains “Jurassic”

« 20 - 60x performance gains

"Theater":"AMC 15",
"Movie":”Sully",

"Time“:2016-09-09T18:45:00",
"Tickets": {

"Adults":2

}

observed
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