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Agenda

ÅOne Oracle DBMS concept: DB Time

ÅHow we approach AWR report

ÅThree Examples



DB Time

Understand the big picture:

ÅưƸ ǂƹǇƸǁ ƿǂǂƾ ƴǇ ǃƸǅƹǂǅǀƴǁƶƸ ƵƸƶƴǈǆƸ Git Ƽǆ Ǉǂǂ ǆƿǂǊH

ÅElapsed time as experienced by end user

ÅDB Time is a part of that
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Central Concept: DB Time

Total time spent by foreground sessions, either actively working or actively waiting , in 
database call

Foreground session = database session created by your application

ÅOr its session in connection pool

Time spent by background sessions (DBWR, LGWR, etc.) is not included in DB Time

ÅBut *is* separately reported in AWR



Active Foreground Session

Browse 

Books

Read Reviews

For One Book
Add to Cart Checkout

Sum(green) = DB Time of this foreground session

Wall clock time

= foreground working on database call

In application code

In database call Foreground

session

= foreground waiting for work (idle)
Ƽǁ GSQLNet message from clientH



Active Foreground Sessions
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DB Time = Sum of DB Time Over All Foreground Sessions



DB Time Components

DB Time

ÅDB CPU

ÅWaits

- I/O waits

- Non -I/O wait classes

ǓConcurrency

ǓApplication

ǓConfiguration

ǓOther



DB Time Consists of DB CPU, I/O and Other Waits

10

Session 1

Session 2

Session 3

Session n

CPU

I/O Waits
Other Waits

Wall clock time



DB Time and AWR Report
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DB Time and AWR Report

AWR report includes a highly detailed account (breakdown) of where database has spent its 
DB Time between begin and end snapshot

You want to understand DB time, where time has been spent

ÅNormally: find biggest component/contributor and focus on that



AWR Report: Where to Start?

How we approach it:

We start by looking at some key areas first

ÅKey areas:

1. Top of the report: summary of environment , and load profile

2. Init.ora (if this is unknown environment)

3. Top foreground events

4. Time model

Most ǂƹ ǂǇƻƸǅ ƼǁƹǂǅǀƴǇƼǂǁ Ƽǆ ƷƸǇƴƼƿ ǇƻƴǇ ǊƸ ǊǂǁEǇ ƿǂǂƾ ƴǇ unless something from key areas 
is pointing us towards it



AWR Report: Where to Start?

How we approach it:

We start by looking at some key areas first

ÅKey areas:

1. Top of the report: summary of environment , and load profile

2. Init.ora (if this is unknown environment)

3. Top foreground events

4. Time model

Most ǂƹ ǂǇƻƸǅ ƼǁƹǂǅǀƴǇƼǂǁ Ƽǆ ƷƸǇƴƼƿ ǇƻƴǇ ǊƸ ǊǂǁEǇ ƿǂǂƾ ƴǇ unless something from key areas 
is pointing us towards it

Server CPU+Memory, Oracle 
release, snapshot interval

High-level summary of load 
caused by all DB-calls

ƚǁǌ GǆǃƸƶƼƴƿǆH0 ǈǁƷƸǅǆƶǂǅƸǆ2

High-level breakdown of DB Time

More insight in DB CPU (breakdown)



Three Examples

1. RAC with all the classics

2. ƢǇEǆ ǁǂǇ ǇƻƸ ƷƴǇƴƵƴǆƸ

3. Outliers influencing average wait -times



RAC-With -All -the -Classics

01_AWR1_RAC_with_Classics

01_AWR2_RAC_with_Classics
We prefer AWR report per 

instance, they are easier to read



Key Area 1: 
Summary of 
Environment

- Possibly oversubscribed: 
https :// www.youtube.com/w

atch?v=eiydITTdDAQ
GƬǀƴǅǇƝƛ ƶǂǁǁƸƶǇƼǂǁ ǃǂǂƿH

- No session leaking

206 minutes:
rather large AWR interval

DB Time about 30X Elapsed

Both instances 
equally busy

No cursor leaking

https://www.youtube.com/watch?v=eiydITTdDAQ


Key Area 2: Load Profile

Little DB CPU



Key Area 2: Load Profile

Little DB CPU

Lot of GC activity

Fair TX-rate
With rollbacks?

4X more parsing
on 2nd node

GƜƻƴǇǇǌH ƴǃǃƿƼƶƴǇƼǂǁ



Key Area 3: Init.ora

Extremely clean init.ora
ƳƸǅǂ ǈǁƷƸǅǆƶǂǅƸǆ7 J

Cursor leaking issue some 
time in past?

Hard parse issue some 
time in past?



Key Area 4: Top Foreground Events

ƥǂƺ ƹƼƿƸ ǆǌǁƶEǆ 
caused by high 

TX-rates

Node 1 has TX-
index contention

Lots of GC 
events



Key Area 5: Time Model

On node 2 parsing 
is taking fair 

amount of DB Time



Done With Key Areas: How to Proceed?

Here DB Time is dominated by waits , follow up on those first:

ÅEnq: TX MIndex Contention

- Find which statement(s) cause this

ÅGC related waits

- Find which statement(s) cause this

CPU-wise we could look into fixing the parsing issue on node 2

ÅFind which statement(s) cause this



TX MIndex Contention (Node 1)

|}ƶ ƚưƫ ƻƴǆ Gƭǂǃ Ƭƪƥ ǊƼǇƻ ƭǂǃ ƞǉƸǁǇǆH ǆƸƶǇƼǂǁ

Use new Smart Sequence?

What about other indexes?
Are some redundant?

Needs follow-up

Actual executions : 
3,071,584



GC Waits

GC waits across 
ǇƻƸ ƵǂƴǅƷ7

Same six ǆǄƿƼƷEǆ
executed on both 

nodes

Any thoughts put 
into data affinity?

Not nearly sum 
up to 100%



Fixing GC Related Wait Events

Introduce data affinity

ÅCarefully design your business logic to support this

ÅCarefully design underlying table structures to support this

ƭƻƼǆ ƶƴǁEǇ ƵƸ ƹƼǋƸƷ ǊƼǇƻǂǈǇ ƶƻƴǁƺƼǁƺ ǇƻƸ ƴǃǃƿƼƶƴǇƼǂǁ

But: do we really need RAC here?



Hosts Are Not Busy

Will probably run 
on one node, a 

lot faster



(Soft) Parsing Across the Board

One parse per execute.
Easy fix could be to configure 
JDBC statement caching on 

the application server(s)

Finding statements that hard -
parse on node 2 requires follow -up

and application change to use 
bind-variables



Hard Parses: Finding SQL with Literals

And re-query V$SQLwith the top 
force_matching_signature values



Final Comment

Row-by-row 
processing



Conclusions

RAC with all the classics:

ÅIndex contention

ÅExcessive soft parsing, some hard parsing

ÅRow-by-row processing

ÅNo data affinity Ą global cluster waits

ÅAlmost idle servers

Č YPDNROƲǂǈ ƩǅǂƵƴƵƿǌ ƝǂǁEǇ ƧƸƸƷ RAC)

ÅOpen_cursors too high

ÅToo large connection pool (oversubscribed)



ƢǇEǆ ƧǂǇ ƭƻƸ ƝƴǇƴƵƴǆƸ

02_AWR_It_is_not_the_DB.html

Batch program, using multiple threads, each using dedicated connection

ÅAWR of two hours, while this was running and nothing else

ÅGƢǆ SQLNet-message-to-ƶƿƼƸǁǇ ǀǌ ǃǅǂƵƿƸǀ2H



1) Summary of Environment

Only 25% of elapsed time is 
spent inside database

If this batch program is running with X threads, then each 
thread is spending:

25/X % of time in database
100 M(25/X) % of time in application server (+ network)



2) Load Profile

All DB Time is CPU
Plenty of CPU available 

(12 cores)

Low TX-rate

ưǂǊ3 ƯƸǅǌ ƺǂǂƷ7

chatty application



3) Init.ora

Nothing worthwhile mentioning



4) Top Foreground Events: All DB CPU

We already knew this

The math:
120 min * 60 sec * 2000 user -calls/sec



5) Time Model: Is All CPU, SQL Execution?

Remember: all DB Time was DB CPU
Big gap, we are missing 700 seconds

Not accounted in any 
other statistic



5) Time Model: Is All CPU, SQL Execution?

NoRow-by-NoRowJ

These all execute extremely fast



5) Time Model: Is All CPU, SQL Execution?

We are spending 700 CPU seconds on 
getting in and out of the Oracle executable

= knock-on cost of chatty applications

See the section on FlameGraphs in:
https://www.youtube.com/watch?v=8jiJDflpw4Y

Need to see this 
ǀǂǅƸ ǂƹǇƸǁ7 J



Done With Key Areas: How to Proceed?

Depends on what the issue is:

ÅƜƴǁEǇ ƺƸǇ ƷƴǇƴƵƴǆƸ Ƶǈǆǌ2Ą Increase # threads, plenty of room still

ÅApplication too slow? Ą Investigate time spent on application server
Or time spent on network
ƢǇEǆ ǁǂǇ ǇƻƸ database7

ƭƻƸǅƸ Ƽǆ ƴ ƶƿǈƸ Ƽǁ ƚưƫ ǅƸǃǂǅǇ Ǉƻǂǈƺƻ7



Clue: SQL*Net Message From Client

Very small wait times
Most of this probably is 

network timeVery stable / little variance

This tells us that
the threads on the app -server are 
constantly calling the database

That is: there is little to no business logic



Conclusion

We have chatty application submitting SQL that executes quickly (DB CPU)

ÅDatabase is not doing much

ÅApplication threads have little think -time in them

ÅVery likely the majority of time is spent on network

Ƣƹ ƼǆǆǈƸ GƵƴǇƶƻ Ƽǆ ǆƿǂǊH ǇƻƸǁ ƶǂ-locate application server in same rack as database server, 
preferably with a direct network connection

Or: move your application logic into PL/SQL

Saves 700 CPU seconds, and all network time



Outliers Influencing Average Wait Times

03_AWR_Outliers.html



1) Summary of Environment

2,762 / 15 = 184 AAS!
That clearly cannot be all on CPU

AAS = #Average-Active-Sessions



2) Load Profile

Plenty of CPU available (44 cores)

Lots of waits apparently

ƟƴƼǅ ƴǀǂǈǁǇ ǂƹ ƭƱEǆ ƺǂƼǁƺ ǂǁ



3) Init.ora Data Guard Standby configured



4) Top Foreground Events

The math:
15 min * 60 sec * 7816 TXs/sec

(almost 8 TXs/ ms)

ƭƻƼǆ ǆƸƸǀǆ Ǌƴǌ Ǉǂǂ ƻƼƺƻ7

Is LGWR too busy or 
experiencing bad I/O service times?

Or is SYNC/AFFIRM causing this?

Goto: Top Background Events in a moment



5) Time Model: Where Focus Now Is Backgrounds

Very likely no CPU issue with LGWR
(15 minute interval = 900 seconds)

Majority of SQL execute 
time is wait time



Done With Key Areas: How to Proceed?

Å Single issue: log-file-sync wait events taking 14 ms

Å Major contributor for this could be:
ƥƠưƫEǆ logfile -parallel-write performance

Å Or: SYNC/AFFIRM DataGuard related processing

Å Go to: Background Events to check logfile -parallel-write



Top Background Events

Sub ms

These only sum up to 
6 ms (upper bound)

Whereas log-file-sync 
was 14 ms



ưƸ ơƴǉƸ ƨǈǇƿƼƸǅǆ7

In this case:

ÅA critical background (BG) experiencing an outlier for event that foregrounds have to wait for, 
will cause a growing queue of foregrounds (FG) to also get stuck

ÅThis disproportionally increases the average wait-times for foregrounds

0.2% = 450-500 times



Explaining The Outlier Effect

ƥƸǇEǆ ǆƼǀǃƿƼƹǌ ƴǁƷ ƴǆǆǈǀƸ/

ÅNo data guard. 
Log-file-sync (foreground event) is determined only by log -file-parallel-write (background 
event)

ÅWe have eight foreground transactions per millisecond

ÅBackground log -file-parallel-write normally takes one millisecond
But we have an outlier that takes 10 milliseconds



Visualized (oversimplified)

400

4 4 4 4 4 4 4 4

Surface under curve represents total FG wait-time

This is the BG outlier of 10 
ms0 ƶƴǈǆƼǁƺ ¤{ ƭƱEǆ Ǉǂ ǊƴƼǇ

Every ms, we have growing 
ǁǈǀƵƸǅ ǂƹ ¤ ƭƱEǆ ǊƴƼǇƼǁƺ 

for log -file-parallel-write to 
complete



Visualized (oversimplified)

400

4 4 4 4 4 4 4 4

Up to here:
Avg BG wait-time: 18/9 = 2ms

Avg FG wait-time: (32+400)/144 = 3ms

2X

6X

Up to here:
Avg BG wait-time: 1ms

Avg FG wait-time: 32/64 = 0.5ms



Conclusion

Outliers in LGWR wait-events related to DG, cause average FG log-file-sync wait-time to go 
up to 14ms and become the dominant component of DB Time

Advise:
Investigate why we have outliers for those background events
Improve QoSof (full) path Primary Ą Standby



Thank You For Your Attention




