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Safe Harbor Statement

The following is intended to outline our general product direction. It is intended for 
information purposes only, and may not be incorporated into any contract. It is not a 
commitment to deliver any material, code, or functionality, and should not be relied upon 
in making purchasing decisions. The development, release, timing, and pricing of any 
features or functionality described for Oracle’s products may change and remains at the 
sole discretion of Oracle Corporation.
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About Me

• Part of Oracle eco-system since 1987
– Have done and seen quite a lot of application development

– Database design, SQL and PL/SQL

• Big fan of “Using Database As a Processing Engine”
– Not just as a persistence layer

• Member of Oracle’s Real-World Performance Group
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Database Performance Core Principles

• The Oracle database is a process based architecture

• To perform efficiently each process requires:

1. to get on CPU asap

2. to have as much work as possible when (finally) on CPU

3. to experience as few involuntary context switches as possible
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1: Get On CPU
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OS scheduler needs to 
get this process on CPU
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1: Get On CPU

• To determine acceptable CPU utilization take a probabilistic approach to 
the subject.

– If a CPU is 50% busy the chance of getting scheduled (immediately) is 1 in 2

– If a CPU is 66% busy the chance of getting scheduled is 1 in 3

– If a CPU is 80% busy the chance of getting scheduled is 1 in 5

– If a CPU is 90% busy the chance of getting scheduled is 1 in10

• If not scheduled immediately  spend time on the run-queue

• Variance in user response time becomes noticeable at about 60-65%

– This has been observed in production and laboratory conditions for many years
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1: Get On CPU

R = S / (1 – U) Random arrival

Response time
Service time
Utilization%

R – S = queue-time 
for resource to 

become available
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2: Have As Much Work As Possible When On CPU

Oracle
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Process

Oracle
Foreground

Process

Ten database calls One database call

Scheduled 10 times
10 Voluntary sleeps

10 Context Switches
(sys CPU)
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2: Have As Much Work As Possible When On CPU
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3: Minimal Number of Involuntary Context Switches

Oracle
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Process

Too many processes

Oracle
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Process

Oracle
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Process

OS scheduler
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while they still have more 
CPU work to do = 

involuntary context 
switch

DB call DB callDB call
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Impact of Too Many Processes
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Database Performance Core Principles: Summary

• The Oracle database is a process based architecture

• To perform efficiently each process requires:

1. to get on CPU asap

2. to have as much work as possible when (finally) on CPU

3. to experience as few involuntary context switches as possible

You don’t want 100% busy

Cap number of 
foreground processes

Better to use array-
based processing, set-
based processing, or 

bundling in stored 
procedures
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What is a Layered Software Architecture?

17

 Most common architecture

 "n-Tier" architecture

 Standard for most Java EE 
applications

 Widely used by architects, 
designers, developers past 
two decades
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What is a Layered Software Architecture?
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 Organized into horizontal layers

 Each layer performs specific role

 Most consist of 4-5 major layers

 Layers generally include 
presentation, business logic, model, 
persistence, and database
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Layered SW-Architectures Use Frameworks

• ADF

• Spring

• Eclipse

• Hibernate

• JDBC

Frameworks have their own sub-layers

• There are many others…
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Why Layered Frameworks?
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• Frameworks abstract the uninteresting
work away for developers
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Why Layered Frameworks?

21

• Which supposedly results in
“developer productivity”
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Alternative Deployment Models
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End user browsers

Application 
server farm

Database server
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Alternative Deployment Models: Traditional
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Alternative Deployment Models: Nowadays With Javascript
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Alternative Deployment Models: Nowadays With Javascript
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End user browsers

Application 
server farm

Database server

REST
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Implications of Layered SW-Architectures

1. Primitive use of SQL towards the database

2. Chatty behavior towards the database

3. Long reservation times of connections from connection pool

27
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1: Primitive Use of SQL Towards the Database

• In layered software approach, SQL is invisible

• Almost always SQL is hidden from developers

–Object oriented domain models are used

– Developers invoke methods on objects

–Objects map to tables via framework for persistence layer

• These frameworks produce single-row, single-table SQL

Direct access to all tables

28
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You’ll Never See This: Set-Based SQL

29

If order L_ORDER# is a high-risk order, then decrease the 
discount percentage on all its (still open) order lines.

Why not?
Because layered frameworks 

aren’t capable of generating this

References >1 table
Affects >1 row
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You’ll Always See: Row-by-Row, Single Table Approach
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Single-row data access

Business logic

Business 
logic

Row fetching (data access)

Business logic

Row-by-row updating (data access)

“if-then-else-loop” code
PL/SQL here for convenience

Primitive data access
(single table, row-by-row)
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Do You Have Row-by-Row? Just Check Your AWR’s…
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Implication 2: Chatty Behavior Towards the Database

• This follows from first implication about row-by-row/single-table SQL

• Chatty = Many roundtrips between application and database servers

32
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“Chatty” Applications

33

“Decrease discount 
percentages for high-

risk order”

SQL engine

UI

SQL SQL SQL SQL SQL

Many roundtrips 
between 

processes/machinesSQL SQL

One set-based 
update, referencing 

multiple tables

SQL engine

UI

SQL



Copyright © 2018, Oracle and/or its affiliates. All rights reserved.  |

Again, Check Your AWR’s

34
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Implication 3: Long Reservation Times of Connections

• Your SQL is simple (row-by-row/single-table), and therefore fast

• Network is slow compared to your SQL

• You do a lot of layered-SW execution to get business logic done

– Depending on your framework-stack: this is also noticeable compared to your SQL

35
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Network Network Database

What Is Your Connection Doing?

Application

End User

Breakdown during connection reservation

Time Line

Query

Query

Update

Update

Update
commit

conn = Datasource.getConnection

conn.close()

Fast (simple SQL)SlowNoticeable
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Breakdown of Your Foreground Session Time

37

Breakdown during connection reservation

Time Line

SQL

Application-server code Network

15% busy

85% idle

<2% busy

>98% idle

We see this more in the real world
Very high idle-time % in foregrounds
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Implication of High Idle % in Foreground Session

• So your SW-architecture keeps database session busy only 2% of time

• What does that imply?
– You would need 50 sessions to get one DB-core busy (= 50 connections in conn.pool)

– If you have 32 cores in your database server:
 You would need 1600 sessions to get all cores busy

• This is assuming that all your DB Time is DB CPU!
– You likely need even more connections/sessions

38
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Looks Familiar?

39

Implies: 1% busy-rate

Implies: 0.7% busy-rate

(#cores / # sessions) * 100%
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Recap: Implications of Layered SW-Architectures

1. Primitive use of SQL towards the database

2. Chatty behavior towards the database

3. Long reservation times of connections from connection pool, resulting in
high idle-time percentages of database foreground sessions

40
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What Is Scalability?

42

End user browsers

Application 
server farm

Database server

As numbers here grow

We’ll just deploy more of these

And add more cores here

At some point 
this guy will 

become 
bottleneck
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What Is Scalability?

• Database will always become your first bottleneck

• Unless:

– You’ve architected data-affinity into your application so it’s “RAC-friendly”
or,

– Your application allows for sharding (i.e. has hierarchical database design), and
you’ve architected it as such

• In which cases you *can* also scale in the data-tier by adding servers

• However: majority of applications are not RAC-friendly, nor “shard-able”

43
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What Do We Mean By “Do Not Scale Well”?

• Since there is a cap on scaling your database server

• You had better make sure all database CPU cores are doing useful work

• Otherwise you will hit that cap sooner rather than later

44
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What It Boils Down To

• The industry-wide misconception, that moving business logic out of the 
database, will save you database CPU cycles

• It does not!
https://www.youtube.com/watch?v=8jiJDflpw4Y

46

https://www.youtube.com/watch?v=8jiJDflpw4Y
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Implication 1: Row-by-Row/Single-Table SQL

• Every SQL statement submitted
from application server

– Has to move through a bit of code-stack
in Oracle kernel

– Before it arrives at SQL-engine

• Every result: has to do the
same in reverse

• This is also in video

47
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So How Does This Affect Scalability?

• Database spends noticeable amount of time on executing code

– Inside database kernel, …

– Yet, outside SQL-engine

• This is time wasted and will make the database become bottleneck sooner

• It’s better to submit one SQL-statement that processes n-rows than to 
submit n SQL-statements that each process single row

48
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Implication 2: Chatty Behavior

• Going back and forth between application server and database server is 
not for free

• Process context switches cost CPU time in operating system

49
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http://ithare.com/infographics-operation-costs-in-cpu-clock-cycles/

What is the most 
expensive CPU 

operation?

How Expensive Is Context Switching?
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So How Does This Affect Scalability?

• If you have tens of thousands context switches per second, that too 
becomes noticeable in the Operating System

– Your database server CPU cores aren’t doing useful stuff here

• It’s better to submit one SQL-statement that processes n-rows than to 
submit n SQL-statements that each process single row

51

We see database cores spending up to 60% of cpu-cycles
on OS context-switches and getting in/out database kernel 
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Implication 3: Inefficient Use of DB Foreground Processes

• Having high context-switch rate combined with thousands of foreground 
processes, makes things even worse…

• Keeps the operating system really busy

• Symptom is: high SYS-CPU compared to USER-CPU

52



Copyright © 2018, Oracle and/or its affiliates. All rights reserved.  |

Check your SYS/USER CPU Ratio

53
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Same Remedy Here…

• If you submit set-based SQL, you won’t need large connection pools 

54

Breakdown during connection reservation

Time Line

Breakdown during connection reservation

Gone Gone Gone Gone

Foreground 15% busy

Foreground 50% busy  better
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Summary of Reasoning and Its Implications
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“We’ll adopt layered sw-
architecture to increase 
developer productivity”

This results in DB-
server spending a lot 
of CPU on stuff you 

don’t care about 

You now have,
1: Row-by-row SQL
2: Chatty app
3: High idle-% in db-

sessions

You actually need 
bigger DB-server

Database becomes 
“bit-bucket”

All business 
logic will be in 

middle tier

Is capped
Can only be so big

Your scalability 
stops sooner 

rather than later
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Where Are You?

• Is all your SQL row-by-row?

• Do you have tens of thousands of SQL*Net roundtrips per second?

• Do you have large connection pools and substantial amount of SYS-CPU?

• If you are using a layered software architecture, then:

– Yes, yes, yes  you will not scale well

• Btw.: this is true irrespective of which DBMS you are using

56
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My App Makes Inefficient Use of Database, by Design
What Can I Do About It?

•  DBA?
– Find low-hanging fruit

– Check AWR’s, maybe sql-trace specific use-cases

– Investigate where DB Time is being spent, find opportunities to decrease that

•  Developer?
– Have your framework use SQL’s array-interface as much as possible

•  Architect?
– Introduce real fix: on next application development effort, come up with architecture 

that enables, manually coded, set-based SQL processing

57

Mostly gains in 
order of tens of 

percentage points

Gains in order of 2X – 3X

At least 10X, sometimes 
100X
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Thank You For Your Attention
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